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Job Title: 
Autonomous AI Agent Developer (LangGraph, MCP Servers & Memory Architectures)
Job Summary
We are seeking a forward-thinking Autonomous AI Agent Developer to design and deploy self-directed agents capable of complex reasoning, adaptive learning, and long-term task execution. The ideal candidate will leverage LangGraph for stateful workflows, LangChain for tool orchestration, MCP Servers for agentic tooling, and advanced LLMs to build agents with robust short-term and long-term memory systems. This role requires expertise and a willingness to upskill in autonomous agent design, memory-augmented architectures, and ethical AI alignment to create scalable, self-improving systems that operate with minimal human intervention.

Key Responsibilities
Autonomous Agent Design
· Memory Architecture:
· Design short-term memory systems for contextual awareness (e.g., in-context caching, conversation history) using tools like Redis or LangChain’s ConversationBufferMemory.
· Implement long-term memory via vector databases (Chroma, Pinecone) for persistent knowledge retention and retrieval-augmented generation (RAG).
· Autonomy Frameworks:
· Develop agents with self-directed goal decomposition using LangGraph’s cyclic workflows and recursive task prioritization.
· Integrate reinforcement learning (RL) for adaptive behavior tuning based on memory-driven feedback loops.
Agentic Workflow Development
· Stateful Orchestration:
· Build LangGraph state machines to manage agent memory transitions (e.g., context window rollover, memory pruning).
· Implement hierarchical agent systems where parent agents coordinate sub-agents with specialized memory scopes.




· Tool Integration:
· Connect agents to external APIs (e.g., calendars, databases) via MCP Servers within LangChain’s Tool interface, enabling memory-augmented tool usage.

Memory Optimization
· Context Management:
· Engineer compression techniques (e.g., LLM summarization, embeddings) to optimize memory storage within token limits.
· Develop hybrid memory systems combining vector similarity search (long-term) and sliding-window attention (short-term).
· Self-Reflection:
· Create feedback loops where agents analyze memory logs to improve future decisions (e.g., via RLAIF or constitutional AI principles).
Deployment & Security
· Autonomous Scaling:
· Deploy memory-intensive agents on MCP Servers with GPU-accelerated vector search and distributed memory caching.
· Safety Guardrails:
· Implement memory sanitization pipelines to prevent toxic or biased information retention.
· Design kill switches and human-in-the-loop checkpoints for high-stakes autonomous operations.

Technology Scope
Core Agent Tools
· MCP Servers: Develop Custom MCP Server and integrate existing ones. 
· Memory Systems: Redis, Chroma, Pinecone, LangChain Memory modules, LlamaIndex.
· Autonomy Frameworks: LangGraph stateful workflows, AutoGen’s GroupChat, Hugging Face Transformers Agents.
· LLMs: GPT4.1, Claude 3.7, Gemini 2.5, open-source models (Llama 3, Mistral) with RoPE-scaling.




Deployment & Monitoring
· Memory Infrastructure: Qdrant vector DB, Weaviate, NVIDIA RAPIDS for GPU-accelerated search.
· Observability: LangSmith for memory traceability, Prometheus/Grafana for token/memory usage metrics.

Required Qualifications
Technical Skills
· Demonstrated ability to understand and develop an AI Agent architecture with Human-in-the-loop that leverages MCP technology.
· Expertise in memory-augmented architectures: Context window management, vector DB integration, and cache invalidation strategies.
· Hands-on experience with autonomous agent frameworks: LangGraph cyclic loops, AutoGen’s recursive problem-solving, or BabyAGI-style task management.
· Proficiency in LLM context optimization: Positional encoding tricks, FlashAttention, and memory-aware chunking strategies.
· Experience with reinforcement learning for agent self-improvement (e.g., optimizing memory retrieval accuracy via reward models) is a plus.

Professional Experience
· 3+ years building AI systems with explicit memory components (e.g., chatbots with session history, RAG pipelines).
· 1+ years developing autonomous agents capable of multi-step reasoning (e.g., research assistants, AI customer support triage).
· Portfolio demonstrating memory lifecycle management in production (e.g., GDPR-compliant memory deletion workflows).

Certifications (Preferred)
· NVIDIA "Accelerating RAG with GPU-Accelerated Vector Search"
· DeepLearning.AI "Advanced Retrieval for AI with Chroma"
· AWS Certified Database – Specialty (Vector DB focus)




Preferred Attributes
· Familiarity with neuromorphic memory models: Spiking neural networks for energy-efficient memory retention.
· Experience with cross-agent memory sharing: Federated learning for collaborative knowledge building.
· Knowledge of neuro-symbolic approaches: Blending LLM context with structured knowledge graphs.
· Passion for AI safety research: Mitigating risks of persistent malicious memory in autonomous systems.

Education
Advanced degree (MS/PhD) in Computer Science, AI, or Cognitive Systems with a focus on memory architectures or autonomous agents.

This role is designed for innovators who want to redefine how AI agents learn, remember, and act autonomously in dynamic environments. If you’re driven to solve challenges like catastrophic forgetting, context window limitations, and ethical memory governance, join us in building the next generation of self-directed AI systems.
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